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Abstract
This article presents crash rate benchmarks for evaluating US-based automated driving systems 
(ADSs) for multiple urban areas, distinguishing between freeway and surface street crash rates, 
and breaking them down by crash severity and type. The purpose of this study was to extend prior 
benchmarks focused only on surface streets to additionally capture freeway crash risk for future 
ADS safety performance assessments. Using publicly available police-reported crash and vehicle 
miles traveled (VMT) data from Arizona, California, Georgia, and Texas, the methodology details 
the isolation of in-transport passenger vehicles, road type classification, and crash typology. Key 
findings revealed that freeway crash rates exhibit large geographic dependence variations with 
any-injury-reported crash rates being approximately three times higher in Atlanta (2.3 IPMM; the 
highest) when compared to San Diego (0.7 IPMM; the lowest). The results show the critical need 
for location-specific benchmarks to avoid biased safety evaluations and provide insights into the 
VMT required to achieve statistical significance for various safety impact levels. The distribution of 
crash types depended on the outcome severity level. Higher severity outcomes (e.g., fatal crashes) 
had a larger proportion of single-vehicle, vulnerable road users (VRUs) and opposite-direction colli-
sions compared to lower severity (police-reported) crashes. Given heterogeneity in crash types by 
severity, performance in low-severity scenarios may not be predictive of high-severity outcomes. 
These benchmarks are additionally used to quantify at the required mileage to show statistically 
significant deviations from human performance. Future work investigating the underlying factors 
influencing crash rates in each geographical area will further enhance future benchmarking efforts 
(by identifying potential confounders to account for when matching exposure between baseline 
and ADS data). This is the first article to generate freeway-specific benchmarks for ADS evaluation 
and provides a foundational framework for future ADS benchmarking by evaluators and developers.
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Introduction

Measuring ADS Effects on Traffic 
Safety
Injury and fatality risk continues to burden US roadways. 
Early estimates for 2024 indicate US traffic fatalities 
dropped (year over year) by 3.8% to 39,345 [1]. After a 
sharp rise in fatality rates [the number of fatally injured 
persons per vehicle miles traveled (VMT)] beginning in 
2020, the fatality rate is beginning to drop back down to 
pre-COVID-19 levels (before 2020). Looking at the last 
decade of available data (2013–2024), fatality rates have 
remained largely unchanged.

Stakeholders—the public, evaluators, regulators, and 
developers—are watching closely as fleets of Society of 
Automotive Engineers (SAE) level 4 automated driving 
systems (referred to as ADSs in this paper) are being 
deployed on public roadways [2]. An ADS is fully in control 
of the operation of the vehicle, and no human—present 
or remote—can take over the dynamic driving task. One 
primary use case being targeted by this technology is 
passenger vehicles operating as a rideshare service, which 
have the opportunity to replace a notable proportion of 
human-driven VMT with ADS-driven VMT at scale [3].

These deployments introduce the research question: 
Do ADS-equipped vehicles have reduced injury and fatality 
risk on the roadways where they operate? This question 
is central to retrospective safety impact assessment, 
whereby the historical safety performance of some safety 
application is assessed through evaluating the in-field 
performance of the technology [4, 5]. These historical 
safety performance assessments have been common-
place in evaluating the on-road efficacy of vehicle safety 
interventions for many decades and serve as key indica-
tors for the true efficacy of the deployed technologies 
[6–13]. ADS crash risk is most often historically measured 
by their crashed vehicle rate (sometimes referred to as 
a vehicle-level crash rate), which is the frequency that a 
vehicle crashes per VMT (often referred to as a “crash 
rate”). An identical metric to the crashed vehicle rate is 
the “driver-level crash rate,” which is computed by counting 
the number of times a set of drivers crash per VMT. 
Baseline crash risk, sometimes referred to as a bench-
mark, is also central to this risk calculation and is taken 
by counting the number of baseline vehicles that have 
crashed per VMT [5]. A basic form of the safety impact 
measurement can be seen in Equation 1, below:

	
( )

1 %Rate difference

ADS crash rate / Baseline crash rate

  

=
	 (1)

where
�% Rate difference is the percent difference in crash 
risk (negative value indicates a lower ADS crash rate,

�ADS crash rate is the number of ADS crash events 
divided by ADS VMT, and
�Baseline crash rate is the number of baseline crash 
events divided by baseline VMT.

Safety impact has only more recently been applied 
to evaluating ADS deployments. Early work examined 
testing operations (with a human operator in the vehicle 
or remote), while more recent studies have begun evalu-
ating the safety impact of fully deployed ADS operations 
(without a human operator; sometimes referred to as 
rider only) [13–18]. This early flurry of studies prompted 
a group of traffic safety experts, including academics, 
developers, and insurance groups evaluating this tech-
nology, to create a working group to identify challenges 
and best practices for performing this work. The outcome 
of this collaboration was the Retrospective Automated 
Vehicle Evaluation Checklist (RAVE) Checklist [4] that 
details a number of steps to be taken when designing, 
implementing, documenting, and evaluating retrospective 
safety impact studies. The current benchmarks paper is 
intended to help support future studies aiming to conform 
to these best practices by (among others, but 
most notably):

•	Providing a framework for using publicly 
accessible data.

•	Clearly documenting a methodological approach that 
can be replicated.

•	Quantifying the effects of reducing analytical bias 
due to geographical, vehicle, and road type effects.

•	Providing a wide set of crash types and severity 
benchmarks for enabling a diverse set of 
assessment scopes.

Defining and Developing Crash 
Rate Benchmarks
Benchmark creation for the purposes of measuring ADS 
safety impact is a developing research area, and a limited 
set of crash rate benchmarks have been created over the 
past decade. Some of the biggest challenges identified 
in the RAVE Checklist are (1) accounting for potential 
exposure differences that might bias the data, (2) differing 
outcome levels (e.g., crash severity levels) and reporting 
practices between benchmark and ADS, (3) analyzing the 
data through multiple analytical lenses, and (4) enabling 
reproducibility. Each of these challenges can be partially 
addressed by using publicly accessible VMT and police-
reported crash data to generate benchmarks.

Before describing the benchmarks currently available, 
it is important to first recognize what ADS data are 
currently available, or possible, for comparison. To do a 
comparison, researchers must reasonably match both 
exposure and crash outcome data to facilitate an apples-
to-apples evaluation [4]. ADS-equipped vehicles are 
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continuously collecting data from their vehicles about 
where and when they operate. This facilitates granular 
exposure data analysis of the VMT being accumulated, 
such as when and where they are operating. ADS 
providers are not required to report exposure data, but 
at least one ADS provider, to date, has routinely disclosed 
this information to facilitate external analysis [19]. Second, 
ADS-equipped vehicles are required in the United States 
under the National Highway Traffic Safety Administration 
(NHTSA) Standing General Order (SGO) 2021-01 to report 
crashes that involve any amount of property damage or 
injury. The SGO data capture information about whether 
police are investigating or an injury was known to have 
occurred. One ADS operator has, to date, provided 
supplemental outcome information to supplement the 
SGO and enable more benchmark comparison points, 
including the documentation of (1) whether a suspected 
serious injury occurred or (2) a police report was filed.

Any benchmarks created should focus on aligning 
exposure and outcome data according to what can 
be measured from the ADS data (provided that the ADS 
operator has released the necessary VMT to make a 
comparison). Table 1 provides a current accounting of 
research studies that have generated crash rate bench-
marks for US driving. The table contains a number of 
features currently incorporated into available benchmarks, 
but what is not shown are the potential features that can 
be added in the future given their potential to (a) further 
account for confounders affecting crash risk and (b) 
examine the crash data through additional analytical 
lenses. Benchmark features needing further exploration 
are presented in the discussion limitations section 
“Unaccounted for Effects and Explainability of the Crash 
Rates Variation.”

There has been a steady progression in the complexity 
of benchmarks, as a result of increased precision. The 
simplest, most repeated approach leveraged readily avail-
able US police reported crash counts and VMT to broadly 
estimate the overall driving crash risk across the 
United States without consideration of specific geographic 
area, vehicle type, or road type [20, 25–28]. Cummings 
[14] performed a version of this national crash rate analysis 
but excluded interstate driving (leaving in other freeways 
and expressways that are also generally high speed and 
access-controlled) to focus on lower speed roadways that 
are more representative of actively deployed fleets. Under 
all these broad analyses of US national crash rates, police 
reported benchmarks were created for human drivers 
that historically are well known to have a large degree of 
underreporting, which biases the comparison to ADS data 
that have a more stringent reporting requirement [31].

National crash rate estimates have also been gener-
ated multiple times using the second Strategic Highway 
Research Program (SHRP-2) naturalistic driving study 
(NDS) data [20–23]. SHRP-2 was designed to be approxi-
mately representative of the entire US driving fleet [32]. 
Blanco et  al. analyzed SHRP-2 by multiple severity 

outcome levels (including a police reportable level that 
negates effects of underreporting but introduces subjec-
tivity of what is reportable) and road types (including 
interstate roads that had a crash rate 20% of the urban 
driving level) [20]. Goodall analyzed a subset of SHRP-2 
crashes to generate front-to-rear struck crash rates 
across the entire set of geographic areas (again, intended 
to be representative of the entire United States) [22]. In 
another study, Goodall looked at how police report data 
and NDS benchmarks could be adjusted to reflect “model 
driving” (defined to represent “sober, rested, attentive, 
and cautious” individuals that crash at two-thirds the rate 
of the entire population) [23].

More geographic area-focused NDSs have also taken 
place, but none have quantified freeway crash rates. 
Cummings [14] and Chen and Shladover [15] both devel-
oped crash rate benchmarks representative of rideshare 
drivers on all road types in San Francisco using California 
Public Utilities Commission (CPUC) Transportation 
Network Companies (TNC) reporting. The CPUC TNC 
does not have standardized reporting requirements 
making it likely that minor crashes are not fully reported 
nor is the crash outcome (e.g., property damage, police 
report, injury) reported. These limitations in the TNC 
CPUC data make it impossible to align crash outcome 
levels with ADS data for a comparison [4, 33]. Flannagan 
et al. [24] developed San Francisco crash rate benchmarks 
using 5.6 M VMT of data collected from an instrumented 
ridehailing fleet operating on surface streets. An instru-
mented fleet enabled Flannagan et al. [24] to capture 
many lower-severity crashes. However, similar to the 
reporting issues with CPUC TNC data, not enough infor-
mation about property damage and associated injuries 
(or other severity measures) was available to compare to 
ADS driving.

Third-party insurance liability claims have more 
recently been introduced as a benchmark, which have 
more standardized reporting practices. Di Lillo et al. [16, 
17] generated passenger vehicle crash rate benchmarks 
using third-party liability claims data from residents for 
multiple individual geographic areas. The authors did not 
subset their crash rates by road type (instead using all 
roads combined).

Only a small set of studies have looked at geographic-
specific crash rates using police-reported data. Blanco 
et al. [20] computed crash rates using police-reported 
data across all roadways for multiple specific geographic 
areas. Teoh and Kidd [21] were the first to compute 
roadway, vehicle, and geographic-specific benchmarks 
using police-reported data, where they targeted surface 
streets in Mountain View, California. Scanlon et al. [29] 
similarly targeted ADS deployment areas on surface areas 
using location-specific police-reported data, while also 
selecting surface streets and passenger vehicles. Chen 
et al. [30] developed dynamic spatial and temporal adjust-
ments for the surface street benchmarks in Scanlon et al. 
[34] by accounting for when and where the ADS being 
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benchmarked is operating within some deployed region. 
Kusano et al. [19], in an extension of [30, 34], further added 
in crash-type distributions for more granular analysis of 
the performance.

Emerging Operations on 
Freeways
The currently established benchmarks have all focused 
on either all roads or surface street driving with the 
exception of the Blanco et al [20] that quantified a SHRP-2 
interstate crash rate (without further geographic limita-
tions). Freeway driving conditions are considerably 
different from surface streets. This paper defined 
“freeways” using the Federal Highway Administration 
(FHWA) functional classifications for “interstates” and 
“principal arterials: other freeways and expressways” [34]. 
Freeways are designed to handle high-speed movement 
of a large volume of vehicles along set corridors [35]. 
These roads tend to have higher speeds, be ramp access-
controlled (no intersections), have lower exposure to 
pedestrians and cyclists, and have barriers dividing oppo-
site-flowing traffic, among many other design character-
istics. The remainder of roads are referred to as “surface 
streets,” which include local, collector, and non-freeway 
arterial roads. These roads have lower speeds, higher 
exposure to vulnerable road users (VRUs), and intersec-
tions (which introduce cross traffic crashes, a major 
contributor to the US road injury burden [36, 37]). These 
differences have been found to create differences in crash 
risk. For example, using 2023 national fatal statistics [from 
the Fatality Analysis Reporting System (FARS)] and associ-
ated VMT estimates, the FHWA annually released fatality 
rate statistics as a part of their highway statistics series 
[38, 39]. In 2023, national fatality rates in the United States 
were found to be 2.7 times higher on surface streets than 
on freeways [39] (see Appendix A for more information).

As of this writing, the vast majority of ADS operations 
measured by VMT are on US surface streets. Given the 
early stages of ADS freeway operations (no passenger 
vehicle commercial operations), it is unsurprising that the 
existing benchmarks (see Table 1) have not directly quanti-
fied freeway crash risk since these existing studies are both 
generating benchmarks and performing a comparison to 
some existing operation. As multiple companies are 
preparing to deploy ADS in the freeway environment, the 
freeway benchmarks developed in this paper are important 
to specify to enable future safety impact evaluations.

Objective and Research Question
The purpose of this current study is to generate freeway 
crash rate benchmarks for the purposes of evaluating 
future ADS deployments. This study additionally provided 
updated surface street benchmarks (later crash year, 
updated road type classification methodology using new 

data) in order to contextualize the freeway benchmarks. 
This analysis represents an expansion of the work by 
Scanlon et  al. [29] and Kusano et  al. [19], whereby 
passenger vehicle and surface street crash rates were 
generated from police-reported data for multiple urban 
cities. We  aimed to create benchmarks having the 
following attributes:

	 1.	 Leveraging publicly accessible data that can 
be replicated by third parties,

	 2.	 Crashed vehicle rates,
	 3.	 Geographic-specific (targeting multiple urban 

US counties),
	 4.	 Representative of in-transport passenger vehicles,
	 5.	 Separated by freeway and surface street (updated 

surface street definitions from prior work using 
new data),

	 6.	 Separated by driving year,
	 7.	 Broken down by multiple, common crash 

types, and
	 8.	 Extensible to further incorporate dynamic 

adjustments (e.g., spatial and temporal effects; 
Chen et al. [30])

Multiple research questions were pursued.

	 1.	 How do freeway driving crash rates compare to 
surface streets?

	 2.	 How does geographic location influence those 
crash rates?

	 3.	 How do crash rates vary by crash severity levels?
	 4.	 What is the distribution of crash types?
	 5.	 How many miles are needed to establish 

statistical significance?

Methodology

Data Source
Three sets of data (see Table 2) were relied upon in the 
current study to source information on crash frequency 
and driven VMT (used to compute crash rates) for the 
various geographic locations. All crash and mileage data 
were taken from the year 2023 and represent the totality 
of that year. First, police-reported crash datasets were 
obtained from individual states to establish crash 
frequency. The states provided the data in table form at 
the crash, vehicle, and person levels. All of the crash data 
are publicly accessible. It is notable that some states 
require a request for the data (with contact information 
being provided on the respective crash data websites). 
Second, VMT were obtained from each state’s reporting. 
For some states, the VMT estimates were available by 
road type and were relied upon. Third, California did not 
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TABLE 1  A compilation of prior studies that have generated benchmarks for ADS safety performance assessment.

Study

Crashed 
vehicle 
rates1 Driver population

Geographic 
area

Temporal 
effects Vehicle type Road type

Outcome 
levels

Crash-
type 

variants
Insurance claims data
Di Lillo et al., 
2024 [16]

✔ Garaged zip code Residence zip 
code

✖ Pass. vehicles All roads 
(combined)

Property + 
injury claims

✖

Di Lillo et al., 
2025 [17]

✔ Garaged zip 
codes w/ latest 

vehicles

Residence zip 
code

✖ Pass. vehicles All roads 
(combined)

Property + 
injury claims

✖

Naturalistic driving study data
Blanco et al., 
2016 [20]

✔ US population Entire 
United States

✖ Pass. vehicles All roads 
(combined)

Police 
reportable

✖

Teoh and Kidd, 
2017 [21]

✔ Local population MTV, CA ✖ Pass. vehicles Surface streets Police reported 
w/ subsets

✔

Goodall, 2021 
[22]

✔ All drivers Entire 
United States

✖ Pass. vehicles All roads 
(combined)

Police 
reportable

✔

Goodall, 2021 
[23]

✔ “Model” + all 
drivers

Entire 
United States

✖ Pass. vehicles All roads 
(combined)

Police 
reportable

✖

Flannagan 
et al., 2023 [24]

✔ Rideshare drivers San Francisco ✖ Pass. vehicles All roads 
(combined)

Any property 
damage

✖

Fleet reported
Cummings, 
2024 [14]

✔ Rideshare drivers California ✖ Pass. vehicles All roads 
(combined)

Self-reported 
crashes

✖

Chen and 
Shladover, 2024 
[15]

✔ Rideshare drivers California ✖ Pass. vehicles All roads 
(combined)

Self-reported 
crashes

✖

Police-reported + public mileage data
Schoettle and 
Sivak, 2015 [25]

✖ All drivers Entire 
United States

✖ All types2 All roads 
(combined)

Police reported ✖

Banerjee et al., 
2018 [26]

✖ All drivers Entire 
United States

✖ All types2 All roads 
(combined)

Police reported ✖

Blanco et al., 
2016 [20]

✖ All drivers Entire 
United States

✖ All types2 All roads 
(combined)

Police reported ✖

Dixit et al., 
2016 [27]

✖ All drivers Entire 
United States

✖ All types2 All roads 
(combined)

Police reported ✖

Favarò et al., 
2017 [28]

✖ All drivers Entire 
United States

✖ All types2 All roads 
(combined)

Police reported ✖

Teoh and Kidd, 
2017 [21]

✔ All drivers MTV, CA ✖ Pass. vehicles Surface streets Police reported 
w/subsets

✔

Cummings, 
2024 [14]

✖ All drivers Entire 
United States

✖ All types2 Noninterstates Police reported ✖

Scanlon et al., 
2024 [29]

✔ All drivers Multiple 
counties, entire 
United States

✖ Pass. vehicles All, surface 
streets

Police reported 
w/subsets

✖

Chen et al., 
2024 [30]

✔ All drivers Dynamic 
matched

Time of 
Day

Pass. vehicles Surface streets Police reported 
w/subsets

✖

Kusano et al., 
2025 [19]

✔ All drivers Dynamic 
matched

✖ Pass. vehicles Surface streets Police reported 
w/subsets

✔

Scanlon et al., 
2025 (current)

✔ All drivers Multiple 
counties

✖ Pass. vehicles Surface streets 
and freeways

Police reported 
w/subsets

✔

1  The current study focused exclusively on crashed vehicle rates, the number of crashed vehicles per VMT. Studies that did not present 
crashed vehicle rates are highlighted in red. Mixing crashed vehicle rates (the units when measuring ADS performance) with some non-
vehicle-level crash rate benchmarks creates a unit mismatch, which prevents a valid mathematical comparison (see RAVE Checklist 
recommendation 1C in [4]).
2  All vehicles include passenger vehicles, motorcycles, heavy vehicles, recreational vehicles, and other vehicles (e.g., crashes involving golf 
carts).
 A “✔” was used to indicate that a certain feature was present. Conversely, an “✖” represents a feature not being present.
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TABLE 2  A breakdown of the primary mileage data sources relied upon in the current study to quantify crash rates.

State Crash data
Mileage source

All mileage Freeway Surface
Arizona Arizona Department of Transportation 

(ADOT) [40, 41]
AZ certified public miles [42]

California California Highway Patrol Statewide 
Integrated Traffic Records System 

(SWITRS)* [43]

CA public road data [44] HPMS [45] All—HPMS freeway

Georgia GDOT GEARS crash data [46] GDOT road mileage reports [47]
Texas TXDOT Crash Records Information 

System (CRIS) [48]
TX transit statistics [49]

*  This current study used 2023 data, but starting in 2024, California has reformatted its data into a newly renamed California Crash 
Reporting System (CCRS).
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TABLE 3  Inclusion criteria.

State
Crash 
data

Database reporting 
requirement Sources

Arizona ADOT - Property damage > 
$2000

- All injury or fatality 
crashes

- Any issuance of a 
citation

[ARS § 28-
667]

California SWITRS - Property damage > 
$1000 must be police 
reported but are not 

required to be submitted 
to the CHP for inclusion 

in SWITRS
- All injury or fatality 

crashes

[CVC § 16000]
[CVC § 

20008(a)]

Georgia GEARS - Property damage > 
$500

- All injury or fatality 
crashes

[O.C.G.A. § 
40-6-273]
[O.C.G.A. § 
40-9-31]

Texas CRIS - Property damage > 
$1000

- All injury or fatality 
crashes

[Texas 
Transportation 

Code § 
550.062]
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have breakdowns of VMT by road type (i.e., they only 
reported overall VMT). The FHWA maintained Highway 
Performance Monitoring System (HPMS) data was used 
to directly determine the VMT on freeways by county in 
California. Arizona, Georgia, and Texas provided county-
level VMT by functional classification and did not require 
this additional step using HPMS. HPMS provides shape 
files and annual traffic volume data on all public roadways 
except local roads and rural minor collectors. So, all 
freeways considered will be represented.

Crash Data Inclusion  Each state has different inclusion 
criteria for its crash databases. These inclusion criteria 
are primarily tied to the thresholds for a police crash 
report needing to be completed. A second criterion—
present only in the California data—is what must be then 
included in the crash database. Table 3 shows the inclu-
sion criteria for each crash database relied upon in the 
current study. For all states, injury and fatal crashes are 
required to be  included in these databases. Property 
damage crashes can generate a report if the specified 
property damage costs are met. These are required to 
be included for all the studies states, except for California. 
In the state of California, pursuant to the California Vehicle 
Code (CVC) § 16000, only crashes resulting in injury or 
fatality are strictly mandated for submission to the 
California Highway Patrol (CHP) for inclusion within 
Statewide Integrated Traffic Records System (SWITRS). 
Notwithstanding this requirement, the data indicate that 
various jurisdictions submit a portion of their “property 
damage only” incidents as well [29]. Arizona (ARS § 
28-667) also has a non-standard inclusion criterion, where 
crashes with no injury, no fatality, and where the property 
damage threshold is not met must still be included if a 
traffic citation was issued.

Data Features
Crashed Vehicle Rates  We created crashed vehicle rates 
(vehicle-level crash rates), defined as the number of 
crashed vehicles per VMT. These rates are created by 
simply dividing the number of crashed vehicles by the 

driven VMT. For compliance with RAVE checklist 1C [4], 
this approach ensures a direct comparison to ADS perfor-
mance, where ADS crashes are commonly evaluated by 
the number of times ADS vehicles crash relative to the 
amount of driven VMT. Unit mismatch errors have been 
commonly observed in ADS benchmarking studies, where 
non-vehicle-level crash rate benchmarks have been 
compared to ADS crashed vehicle rates (see Table 1) [4].

Geographic-Specific  We generated crash rates for 
multiple counties as well as aggregated rates for wider 
service areas (e.g., metro Atlanta). The geographic areas 
and their associated definitions can be found in Table 4.

Road Type  As noted previously, this study quantified 
crash risk by surface street (FHWA functional classifica-
tions: local, collectors, and non-freeway arterials) and 
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freeway (interstates and “principal arterials: other freeways 
and expressways”) road types [34]. The inclusion of 
freeways necessarily shifts the focus to roadways char-
acterized by ramp-access control and complex inter-
changes connecting them to other freeways and lower-
classification roads. It is essential to recognize that the 
FHWA functional classification scheme dictates that these 
connecting segments—specifically ramps and inter-
changes—inherit the highest functional classification of 
the mainline roadways they serve [34]. Consequently, a 
crash occurring on a freeway off-ramp, for instance, is 
categorically assigned a “freeway” classification. The VMT 
data adhere to this identical classification methodology.

The current methodology updated prior work by 
Scanlon et al. [29]. Previously, surface streets were identi-
fied using a combination of state data-specific variables, 
including road name and speed limit, with the goal of 
having high recall of surface streets. The new approach 
added the usage of HPMS data, which contains freeway 
classifications and mileage, by year, for all of the states 
being analyzed.

For quantifying the exposure VMT, HPMS data were 
leveraged exclusively for California, where total VMT was 
provided at the county level without any aggregation by 
FHWA road classification. All other states aggregated VMT 
by FHWA road classification, so freeway and surface street 
VMT could be directly computed. In California, HPMS was 
specifically utilized to estimate VMT on freeway road types. 
The surface street VMT was subsequently calculated by 
deducting the derived freeway mileage from the total VMT, 
the latter being sourced from the California Public Road 
Data [44]. It is important to note that VMT was not a direct 
data element within HPMS. The annual freeway VMT 
estimate for California was computed as follows:

	 1.	 Freeways were identified using the functional 
system variable (values of 1, 2)

	 2.	 VMT was computed for each segment as the 
product of annual average daily traffic (AADT) and 
the length of the road segment multiplied by the 
number of days in the year (e.g., 365 days).

	 3.	 The total freeway VMT was computed by 
summing all of the segment VMT estimates.

The encoded crash latitude, longitude, and road name 
were used to match the appropriate FHWA functional 
classification from the HPMS classification to the crash 
data. The road classification in the crash data occurred 
in two basic steps. The first step was to determine 
whether the associated road name corresponded to a 
known freeway road type. Naming conventions are 
consistent across all state databases and can be used to 
identify various freeway road names that might be inter-
states, state routes, or US routes. For example, “I-280 
N/B” in San Francisco County is readily identifiable as 
Interstate 280. There are also more localized names to 
identify, such as Texas Loop 1 being locally called (and 
coded as) “MOPAC.” Compared to surface streets, there 
are relatively few freeway variants in each of the listed 
geographic areas, which could be directly identified using 
a regular expression. To ensure completeness of the 
naming classifier, the HPMS “route_id” variable was used 
to search for all city-specific road name variants. Second, 
some of the identified freeway names can change func-
tional classification along the road. For these road names 
associated with both surface streets and freeways, the 
next step in the process was to examine whether the 
identified crash was along the known stretch of freeway. 
This was accomplished by comparing the crash location 
provided in degrees latitude and longitude to the nearest 
HPMS freeway (looking for a proximity of 400 m to the 
known freeway). As an example, I-280 in San Francisco 
is always a freeway and would not require this additional 
step. On the other hand, US Route 101 is both a freeway 
in some parts and then transitions to a surface street, so 
the second proximity to freeway evaluation was needed 
to determine where on the road the crash happened.

For California SWITRS data, latitude and longitude were 
not always encoded. As done in Chen et al. [30], missing 
coordinates were determined using Google’s geocoding 
Application Programming Interface (API) by inputting the 
known crash city (“CNTY_CITY_LOC”) and involved roadways 
(“PRIMARY_RD” and “SECONDARY_RD”). In California, Global 
Positioning System (GPS) missingness is highly correlated 
with whether the road is designated as a CHP beat. For 
CHP beat roads, GPS coding was completed 99.9% of the 
time. If the road was not a CHP beat, the GPS was missing 
61.1% of the time. Our examination of these roadways 
suggests that non-CHP roads are almost exclusively non-
freeways (approximately 99.7% of identified freeways were 
also a CHP beat). So, potential freeways (i.e., CHP beats) 
almost exclusively had coded GPS coordinates. To 
be thorough, running the Google geocoding API allowed us 
to identify potential roads that had missing GPS coordinates 
but that may have been a freeway. One limitation of the 

TABLE 4  Geographic areas investigated in the current study.

Geographic 
area State County
Atlanta Georgia Fulton

DeKalb
Clayton

Austin Texas Travis
Dallas Texas Dallas
Houston Texas Harris
Los Angeles California Los Angeles
Phoenix Arizona Maricopa
Sacramento California Sacramento

Yolo
San Antonio Texas Bexar
San Diego California San Diego
San Francisco 
to San Jose

California San Francisco
San Mateo
Santa Clara©
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geocoding API is that it has imprecision when entering a 
freeway primary road and a secondary street (typically the 
nearest crossing road). The API returns coordinates along 
the primary road in the specified city but not necessarily at 
the location of the secondary street. This limitation has an 
extremely small impact on the results. Of all non-CHP beat 
types (with potentially missing GPS), 99.8% were non-free-
ways. To summarize, although it was important to consider 
the influence of missing GPS coordinates, the result was 
that treating missing GPS cases as surface streets would 
have created a near-identical (<<1% difference) results due 
to them overwhelmingly occurring on non-CHP beats.

In-Transport Passenger Vehicle Type  Crash rates were 
specific to in-transport (e.g., not parked), passenger 
vehicles. The passenger vehicle classification aimed to 
reflect a gross vehicle weight rating (GVWR) less than 
10,000 pounds (49 CFR § 565.15) [50]. Scanlon et al. [29] 
previously found that including all vehicle types, e.g., heavy 
trucks and motorcycles, in the crash rate computation 
led to a slight underestimation of passenger vehicle-only 
crash risk (approximately 5% using national crash data).

Data source-specific methodology was used to select 
passenger vehicle mileage and crash data. Appendix Table 
A.1 lists the variables relied upon to subselect passenger 
vehicles in the crash data. For the crash data, passenger 
vehicles in transport were first isolated using the state-
specific vehicle-type variables available. For a small propor-
tion of vehicles, the specific vehicle type could not be deter-
mined (e.g., when a party left the scene of a crash before 
police could determine the vehicle type). These unknown 
vehicle types were imputed using the distribution of known 
vehicle types at the geographic level (reflecting the likeli-
hood of that vehicle being a passenger vehicle) [29]. More 
details on this imputation can be found in the appendix.

For the mileage data, VMT was not provided at the 
vehicle-type level. To determine the proportion of the 

total mileage attributable to passenger vehicles, the 
FHWA Highway Statistics Series tables (specifically VM4) 
were used, which list out the proportion of VMT attributed 
to various vehicle types by state, road type, and urban/
rural designation [38]. The application of the VM4 table 
is a straightforward step following the aggregation of 
VMT by road type. Initially, the total VMT attributed to all 
vehicles—not solely passenger vehicles—was aggregated 
for each county and FHWA functional roadway classifica-
tion (seven total levels). Subsequently, the VM4 tables 
were utilized. These tables delineate the proportion of 
VMT assigned to various vehicle types (specifically 
“passenger cars” and “light trucks”), grouped by broad 
road classifications (“interstate,” “other arterials,” and 
“others” which correspond to aggregated FHWA classes), 
urban/rural census designations, and state. The combined 
proportion of “passenger car” and “light truck” mileage 
was taken to represent the total proportion of VMT attrib-
utable to passenger vehicles. The state-level, urban 
proportions for each road class grouping were then 
applied to the respective FHWA VMT road classifications 
derived from the aggregated total VMT data for each 
geographic area. However, this approach introduces some 
non-negligible imprecision. First, the proportion of vehicle 
types within a specific county may deviate from the 
broader statewide proportions. Second, these proportions 
may be more accurately dependent on finer roadway 
classifications than the general groupings provided within 
the VM4 table.

Crash Type  Various crash typologies have been leveraged 
for grouping and describing pre-crash perspectives [51, 
52]. This study relied on the groupings described in 
Kusano et al. [19], which are shown in Figure 1. The vari-
ables used to do this classification were specific to the 
state crash database being utilized and are listed in the 
appendix (Table A.2).

  FIGURE 1    Crash types relied upon in the current study for breaking down crash rates.
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This aggregation scheme relied upon in this study 
collapses the conflict typology presented in Kusano et al. 
[51]. The conflict typology has dimensions of collision 
partners, pre-crash maneuvering and road context, 
initiator and responder roles, and causal mechanisms 
and is designed to be collapsible and actionable for 
individual use cases. The crash types were intended to 
balance a classification that is informational (reflective 
of relevant causal and severity factors) and one that 
can be statistically evaluated under a reasonable deploy-
ment time horizon (e.g., hundreds of millions of miles). 
Notably, three vulnerable user groupings were presented 
due to their overrepresentation in urban environments 
and high-severity potential. The remainder of groups 
broadly bucketed vehicle-to-vehicle and single vehicle 
interactions, which mostly align with geometric aggre-
gations notably within NHTSA’s pre-crash scenario 
typology [52]. Because freeway driving typically does 
not include cross traffic, the intersection grouping was 
only applied to surface streets. The “secondary crash” 
bucket captures collisions where the ego vehicle is not 
involved in the first contact event (but is involved in a 
second or later contact). An “unknown/other” group was 
relied upon for crashes without sufficient information 
for bucketing or for crashes that did not fit into one of 
these buckets.

The specific classification methodology is elaborated 
upon in the appendix under the section entitled “Crash-
Type Classification.” This process fundamentally involved 
three main steps: (1) discerning whether the subject 
vehicle was the primary collision partner—that is, involved 
in the initial impact event. Any subsequent vehicles were 
consequently designated as a “secondary crash” type. 
(2) If the subject vehicle was a primary collision partner, 
relevant information regarding both the subject vehicle 
and the opposing vehicle was synthesized to facilitate 
the crash-type analysis. (3) The defined crash typology 
was then systematically applied utilizing the pertinent 
crash-related variables. Given that each state maintains 
a distinct set of collected variables, a bespoke classifica-
tion routine was necessarily developed for each 
state database.

Outcome Levels  Multiple outcomes (Table 5) were 
considered that can be directly determined from police 
reported data. The variables used to select each outcome 
for each state database are listed in the appendix. The 
outcome levels were previously described by Scanlon 
et al. [29].

Police-reported crashes are, by definition, all events 
included in the state crash databases. As noted in Scanlon 
et al. [29], there are many known challenges associated 
with underreporting and relying on the police-reported 
outcome level for safety impact analysis. These challenges 
can generally be broken down into (a) what reporting 
thresholds are present for dictating what is police report-
able and (b) how likely is a reportable event to be reported. 
Both of these challenges limit the reliability of a 

police-reported benchmark crash rate. The underreporting 
challenge is particularly noteworthy when considering 
prior work by Blincoe et al. that found 60% of prop-
erty-damage-only and 32% of non-fatal injury crashes 
were not reported to police across the United States. 
Another notable challenge is, in California, prop-
erty-damage-only crashes (no injury) reported by police 
are not required to be  entered into the state crash 
database. For completeness, the police reported crash 
rate is provided in this study, but, due to these aforemen-
tioned reasons, it is not recommended to be used for 
safety impact analysis. Instead, the authors recommend 
relying on the latter outcomes discussed in the subse-
quent paragraphs, which have more straightforward 
reporting thresholds.

Any-injury-reported, suspected serious injury+, and 
fatal crashes were all identified using the encoded 
“KABCO” injury classification at the crash level [53]. If any 
individual involved in the crash sequence was injured 
(e.g., occupant, VRU, secondary collision partner), the 
crash-level KABCO classification will capture that worst 
injury. Each state uses an identical KABCO classification 
scheme that is consistent with the Model Minimum 
Uniform Crash Criteria (MMUCC) guidelines [53]. Any 
airbag deployment crash rates indicate the occurrence 
of an airbag in any of the involved vehicles. For example, 
if a crash sequence involved four vehicles and only one 
of those vehicles experienced an airbag deployment, 
every vehicle involved would receive the same “any airbag 
deployment” classification.

As has been done previously for any-injury-reported 
crash rates [20, 25, 29], the non-fatal proportion of injury 
crashes was adjusted using NHTSA estimates for under-
reporting [31]. No underreporting adjustment was 
performed for any of the other crash rates, including 
police-reported outcomes that are a superset of any-
injury-reported crashes.

TABLE 5  Description of outcome levels from police-reported 
crash data.

Outcome level Description
Police-reported The event was reported by police
Any-injury-reported An injury at any level (K, A, B, or C 

levels) was reported to have 
occurred. An underreporting 

adjustment was applied using NHTSA 
estimates

Any airbag deployment Any vehicle throughout the entire 
collision sequence experienced an 

airbag deployment
Suspected serious injury+ Any person throughout the entire 

collision sequence experienced a 
suspected serious injury (A level) or 

fatality (K level)
Fatal Any person throughout the entire 

collision sequence experienced a fatal 
injury©
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Power Analysis Methodology
Power analysis was relied upon to estimate the amount 
of VMT required to determine statistical significance given 
assumed ADS crash rates relative to the human bench-
mark. Power analysis is a common technique employed 
in research design prior to data collection to determine 
the amount of data needed to test some hypotheses [54]. 
This specific statistical approach was previously used in 
Scanlon et al. for evaluating surface streets [29]. The VMT 
required to draw statistically significant conclusions in a 
power analysis is a function of the benchmark rate and 
effect size (i.e., relative ADS performance). Several ADS 
performance levels were evaluated, including 25%, 50%, 
75%, and 90% reductions in crash rates and 25% and 50% 
increases in crash rates. Sample size formulas were used 
that model asymptotic normal approximations to a 
Poisson distribution. The method targeted 80% statistical 
power using two-sided tests with 𝛼 = 0.05.

In detail, we calculated required mileage using the 
formula below, where 𝜆ADS and 𝜆Human are ADS and human 
crash rates, Φ−1(⋅) is the standard normal quantile function, 
1-𝛽 is the desired statistical power (e.g., 0.8), and 𝛼 is the 
probability of type I error (e.g., 0.05):

	

( ) ( )( )
( )

2
1 1

2

1 / 2
RequiredMileage

ADS Human

ADS Human

λ β λ α

λ λ

− −Φ − + Φ
=

− 	

Results

Freeway Crash Rates
The freeway crash rates are listed by geographic region and 
severity level in Table 6. There were clear geographic and 
severity level variations, where no two geographic regions 
had similar crash rates across all severity-level variations. As 
noted in the methodology, there are geographic-specific 
underreporting, reportability, and outcome definitions to 
consider when making comparisons across geographic 
areas. To that end, consider any airbag deployed and fatal 
crash rates, where the former is over an order of magnitude 
more frequently occurring and the definitions are equivalent 
across all geographic regions. The any airbag deployed 
freeway crash rates varied from 0.432 (in San Diego) to 1.122 
(in Houston) incidents per million miles (2.6 times difference). 
Similarly, for any fatal freeway crashes, the rates varied from 
5 (in Phoenix) to 14 (in Atlanta) incidents per billion miles 
(IPBM) (2.8 times difference).

Comparison to Surface Streets
Figure 2 shows a crash rate comparison between 
freeways and surface streets for all severity outcomes. 

Surface street crash rates were considerably higher than 
freeways across all geographic regions and severity 
outcomes. As a demonstration, for any-injury reported 
crashes, surface street rates were 1.3 to 6.0 times the 
freeway crash rate. On the other end of the spectrum, 
surface street fatal crash rates were 1.3 to 3.9 times 
higher than freeway fatal crash rates.

Breakdown of Freeway Crash 
Types
Figure 3 shows the freeway crash types by geographic 
area and outcome level. Generally, each geographic region 
had similar distributions of crash types for given severity 
levels. There was, however, a notable trend in crash-type 
distribution by severity level. Across all geographic areas 
analyzed, a few types of collisions made up the vast 
majority of police-reported crashes. Front-to-rear (36%–
53%) and vehicle-to-vehicle (V2V) lateral crashes (25%–
41%) together accounted for at least two-thirds of all 
police-reported incidents. When combined with single-
vehicle (6%–13%) and secondary crashes (8%–17%), these 
four types comprised about 90% or more of the total. In 
contrast, the profile of crash types shifted substantially 
for fatal crashes. There was a notable increase in the 
proportion of crashes involving single vehicles (22%–26%), 
VRUs like pedestrians (9%–27%) and motorcyclists 
(2%–6%), and opposite-direction collisions (3%–11%). 
Conversely, the relative share of V2V front-to-rear 
(8%–23%) and V2V lateral (3%–21%) crashes was lower for 
fatal crashes compared to police-reported crashes.

Required Mileage for Statistical 
Testing
Figure 4 shows the VMT required to determine the statis-
tical significance of an ADS’s performance across various 
road types, geographic areas, and severity levels. The 
complete set of required mileage is available for download 
in the supplemental materials. The required mileage is 
inversely proportional to the benchmark crash rate; a 
lower crash rate requires more data (mileage) to achieve 
statistical confidence. Therefore, because freeways have 
lower crash rates than their surface street counterparts, 
they require substantially more mileage to validate 
safety performance.

Furthermore, the required mileage decreases as the 
performance difference between the ADS and the human-
driven benchmark grows. A larger safety improvement 
is easier to detect statistically, for example, to measure 
the safety impact on freeways:

With a modest 25% safety improvement (an ADS 
crash rate at 75% of the benchmark), it would require

•	21-101 million VMT for police-reported crashes.

•	8.4-21 billion VMT for fatal crashes.



	 717

TA
B

LE
 6

 F
re

ew
ay

 c
ra

sh
 r

at
es

 g
en

er
at

ed
 in

 th
e 

cu
rr

en
t s

tu
dy

 b
y 

ge
og

ra
ph

ic
 a

re
a 

an
d 

se
ve

rit
y 

le
ve

l u
si

ng
 2

02
3 

da
ta

.

G
eo

gr
ap

hi
c 

ar
ea

At
la

nt
a

Au
st

in
D

al
la

s
H

ou
st

on
Lo

s 
An

ge
le

s
Ph

oe
ni

x
Sa

cr
am

en
to

Sa
n 

An
to

ni
o

Sa
n 

D
ie

go

Sa
n 

Fr
an

ci
sc

o 
to

 
Sa

n 
Jo

se
Co

un
tie

s
Fu

lto
n,

 
D

eK
al

b,
 

Cl
ay

to
n

Tr
av

is
D

al
la

s
H

ar
ris

Lo
s 

An
ge

le
s

M
ar

ico
pa

Sa
cr

am
en

to
, 

Yo
lo

Be
xa

r
Sa

n 
D

ie
go

Sa
n 

Fr
ac

is
co

, 
Sa

n 
M

at
eo

, 
Sa

nt
a 

Cl
ar

a
M

ile
ag

e 
(M

m
i)

10
,18

0
42

79
13

,2
96

19
,9

26
30

,70
00

14
,7

74
57

34
80

68
14

,0
48

99
65

Cr
as

he
d 

pa
ss

en
ge

r 
ve

hi
cl

es
 

(IP
M

M
)

Po
lic

e-
re

po
rt

ed
57

,10
3 

(5
.6

09
)

73
00

 (1
.70

6)
37

,6
85

 
(2

.8
34

)
78

,3
01

 
(3

.9
30

)
72

,0
09

 
(2

.3
46

)
48

,5
01

 
(3

.2
83

)
99

15
 (1

.72
9)

31
,6

50
 

(3
.9

23
)

16
,0

57
 (1

.14
3)

20
57

4 
(2

.0
65

)

An
y-

in
ju

ry
-

re
po

rt
ed

23
,3

98
 

(2
.2

98
)

45
23

 (1
.0

57
)

16
,8

41
 (1

.2
67

)
32

,4
70

 
(1.

63
0)

36
,4

29
 (1

.18
7)

23
,3

42
 

(1.
58

0)
48

14
 (0

.8
40

)
12

,0
59

 
(1.

49
5)

10
,70

4 
(0

.76
2)

95
32

 (0
.9

57
)

An
y 

ai
rb

ag
 

de
pl

oy
m

en
t

10
,5

19
34

19
 (0

.79
9)

14
,4

35
 

(1.
08

6)
22

,3
52

 (1
.12

2)
20

,7
79

 
(0

.6
77

7)
11

,12
2 

(0
.75

3)
34

24
 (0

.5
97

)
81

94
 (1

.0
16

)
60

75
 (0

.4
32

)
66

63
 

(0
.6

66
9)

Su
sp

ec
te

d 
se

rio
us

 in
ju

ry
+

81
2 

(0
.0

80
)

21
8 

(0
.0

51
)

92
3 

(0
.0

69
)

14
26

 (0
.0

72
)

10
92

 (0
.0

36
)

49
1 

(0
.0

33
)

22
9 

(0
.0

40
)

37
7 

(0
.0

47
)

48
6 

(0
.0

35
)

33
5 

(0
.0

34
)

An
y 

fa
ta

lit
y

14
0 

(0
.0

14
)

48
 (0

.0
11

)
17

9 
(0

.0
13

)
26

2 
(0

.0
13

)
17

9 
(0

.0
06

)
16

9 
(0

.0
11

)
62

 ()
0.

01
1

83
 (0

.0
10

)
76

 (0
.0

05
)

71
 (0

.0
07

)

© Waymo LLC



718

  FIGURE 2    Crashed vehicle rate comparison between freeways and surface streets. The results are shown by geographic area 
and outcome level.
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  FIGURE 3    Crash-type distributions are shown for each severity level and geographic area analyzed.
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  FIGURE 4    The required VMT to determine statistical significance is shown for each geographic area, road type, severity level, 
and performance level. The point represents the minimum amount of VMT required at that performance level.
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With a substantial 75% safety improvement (an ADS 
crash rate at 25% of the benchmark), the required mileage 
drops to

•	1.8-8.8 million VMT for police-reported crashes.

•	0.73-1.9 billion VMT for fatal crashes.

Discussion

Implications of the Work
This work addresses a critical need for robust safety 
benchmarks against which ADS can be  evaluated. 
We developed these benchmarks for freeway road types 
in key geographic areas where ADSs are already deployed 
(on surface streets), providing a direct, relevant baseline 
for comparison for future freeway deployments. A signifi-
cant contribution of this research was that these bench-
marks are derived entirely from publicly available data, 
ensuring the methodology is transparent and replicable. 
Furthermore, by disaggregating the data by crash severity 
and type, our work enables a more granular and mean-
ingful assessment of ADS safety, moving beyond simplistic 
overall crash rates to understand specific performance 
benefits or shortcomings.

Comparison to Surface Streets
A critical limitation in prior ADS safety benchmarking, as 
shown in Table 1, is the failure to differentiate between 
roadway types, often producing only a single “average” 
crash rate. This study addressed that gap directly by 
establishing distinct benchmarks for freeways and surface 
streets across multiple urban areas. Our results revealed 
a crucial finding: Freeways have substantially lower crash 
rates than surface streets in all locations and at all 
severity levels.

These findings have major implications for future 
ADS benchmarking. Using a generic, all-road bench-
mark for freeway ADS driving creates a substantial 
exposure misalignment [4]. Benchmarks that are not 
specific to freeways, but used to evaluate freeway 
driving, will overestimate—substantially—the safety 
impact of the ADS deployment. Conversely (and also 
demonstrated in Scanlon et al. [29]), if an all-roadway 
benchmark was used to evaluate safety impact on 
surface streets, the safety impact of the ADS deploy-
ment would be underestimated.

Therefore, to avoid analytical bias, future ADS evalu-
ations should use benchmarks specific to the roadway 
on which the system is operating. The methodology 
presented is publicly accessible and repeatable across 
multiple geographic areas.

Geographic Effects on Freeway 
Crash Rates
Our analysis revealed that geographic location was a 
powerful indicator of benchmark freeway crash rates 
across all severity levels. This finding highlights a critical 
pitfall: Using generalized, non-local crash rates can intro-
duce non-negligible bias and lead to flawed safety conclu-
sions. Consider the stark difference in fatal crash rates 
between Phoenix (4 IPBM) and Atlanta (15 IPBM). If an 
ADS operating in Phoenix exhibited a fatal crash rate of 
15 IPBM, comparing it to Atlanta’s benchmark would 
misleadingly suggest it performs on par with human 
drivers. However, when measured against the correct 
local benchmark, the analysis would reveal the ADS’s fatal 
crash rate is over three times higher than that of average 
human drivers in Phoenix. This would be a major safety 
concern that the wrong benchmark would 
completely obscure.

Two key factors influencing geographic variations are 
(1) differences in crash reporting practices and (2) differing 
official definitions for each severity level. First, the likeli-
hood of a crash being police-reported and included in the 
database varies by location and severity. National studies 
show substantial underreporting of police reported 
crashes, with an estimated 60% of property-damage-only 
and 32% of non-fatal injury crashes going unreported [31]. 
Local analyses can reveal even higher discrepancies. For 
example, a San Francisco Department of Public Health 
study comparing police and hospital records found that 
even for severe injuries (defined using an injury severity 
score (ISS) greater 15 or greater), a large percentage of 
injured vehicle occupants (39%), pedestrians (28%), and 
cyclists (33%) were absent from police reports [55]. 
Second, states may use different definitions for crash 
severity and have different levels of reportability. The 
minimum property damage value that requires a crash 
to be reported, for example, differs by state [31]. For this 
study, any-injury-reported, any airbag deployment, 
suspected serious injury+, and fatal crashes were found to 
have consistent definitions across the geographic areas 
in our study.

Spatial and Temporal Effects within Geographic 
Area  This study provided crash rates at the county-level 
for a specific year of driving, which demonstrated a much-
needed level of granularity for ADS benchmarking. As 
freeway ADS mileage is accumulated, there is an oppor-
tunity to examine how different levels of spatial and 
temporal granularity affect these crash rates, such as 
crash rates for specific roadway segments within a 
geographic area or different temporal groupings (e.g., 
time-of-day, day of week, or season). Recent research by 
Chen et al. [30] demonstrated the importance of granular 
spatial and temporal factors on surface street ADS crash 
rate evaluation. Both the observation of underlying 
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differences in ADS driving exposure and the dependency 
of crash risk on that exposure motivated Chen et al.’s [30] 
implementation of a dynamic crash rate adjustment (to 
match driving exposure between baseline and ADS). It is 
also important to note the limitations of the available 
benchmarking data (see discussion section below), which 
often limit the type of adjustment that is even possible.

Unaccounted for Effects and Explainability of the Crash 
Rate Variation  While this study accounts for reporting 
and definitional differences, one important next step 
would be to explore the underlying causal factors that 
drive geographic variations in crash risk. A vast body of 
traffic safety research indicates that factors such as traffic 
density, roadway features, urban/rural split, speed limits 
and prevailing speeds, weather patterns, driver and 
occupant demographics, seat belt use, and vehicle factors 
all play a role in crash frequency and severity [56–64]. 
However, the specific extent to which each factor contrib-
utes to risk in the studied geographic areas remains 
untested and is a complex area of study given the amount 
of potential contributing factors. A deeper understanding 
of these influences would enable the creation of more 
powerful, dynamic benchmarks, whereby individual 
features could be better accounted for as confounders 
in an ADS evaluation. For instance, incorporating real-time 
variables like traffic flow or adverse weather could allow 
for adaptive risk models, dramatically enhancing the preci-
sion of ADS safety evaluations.

Severity-Dependent Freeway 
Crash Types
The analysis of freeway crash types revealed a notable 
trend: The distribution of crash types varied according to 
the severity of the crash. At lower severity levels (e.g., all 
police-reported crashes), front-to-rear collisions and 
vehicle-to-vehicle lateral crashes constituted the majority. 
However, as crash severity increased to fatal outcomes, 
there was a discernible increase in single-vehicle crashes, 
VRU-involved crashes (specifically motorcyclists and 
pedestrians), and V2V opposite direction crashes (see 
Figure 4).

This shift is expected and reflects a tradeoff between 
frequency and severity. Freeway single vehicle, pedestrian, 
motorcycle, and V2V opposite direction are all relatively 
less frequent police reported crash types, which likely 
indicates generally lower conflict exposure, but these 
events carry predictably high injury potential. Single 
vehicle crashes, such as road departures, often involve 
high closing speeds with fixed and, often, narrow objects, 
and considerable injury risk exists [65–67]. Pedestrian 
serious injury (AIS3+) probability is over 75% realm when 
the contacting vehicle is traveling over 60 mph [68], while 
motorcycle serious injury risk is nearly 50% at 60 mph 
[69]. Due to the nature of opposite-direction crashes 

involving vehicles traveling in opposite directions, closing 
speeds have the potential to be highest, which accordingly 
translates to high collision forces and delta-v. The rarity 
and quickly diminishing “escape paths” make freeway 
oncoming vehicles inherently a more challenging scenario 
to anticipate and avoid or mitigate [70–72].

The observed heterogeneity in crash-type distribu-
tion by severity will have implications on future ADS 
benchmarking evaluation. Put simply, the lower severity 
crashes (e.g., all police-reported) have a different distribu-
tion of crash types than higher severity crashes (e.g., fatal). 
These results suggest that ADS evaluators and devel-
opers should not assume that low-severity crash perfor-
mance will translate to high-severity performance. For 
example, pedestrian crashes are relatively rare on 
freeways making up 1% or less of all police-reported 
crashes. An absence of any ADS freeway pedestrian 
crashes over only several 10 s of millions of miles would 
not be a measurable statistical indicator of safety, because 
the benchmark data also have a relatively low crash rate. 
Conversely, when looking at future ADS fatal crash perfor-
mance, pedestrian crashes make up 9%–21% of the 
benchmark crashes, which indicates their relative impor-
tance at the fatal crash level for measuring safety impact.

The crash-type heterogeneity further solidifies the 
RAVE checklist recommendation to “exercise caution in 
relating findings between different severity levels” [4]. 
Specifically, safety impact performance in low-severity 
events should not be assumed to be predictive of high-
severity events. The shift in crash-type distribution 
reflects differences in underlying crash causation and 
avoidability [51]. In practice, ADS performance will first 
be  evaluated against low-severity outcomes. Even if 
performance in these lower severity outcomes is strong, 
the higher severity crashes will have a different distribu-
tion of crash geometries and collision partners, and ADS 
performance may be dependent on crash geometry and 
collision partners. This current analysis indicates that high-
severity freeway crash outcomes, at least in the human-
driven population, generally occur in rarer circumstances, 
which limits the transferability of any low-severity perfor-
mance to higher-severity performance. Even with low 
exposure to ADS-initiated collision scenarios, exposure to 
other initiators in high-severity freeway conflicts, such as 
oncoming vehicles or pedestrians on freeways, is inevi-
table and necessitates careful, continuous evaluation as 
mileage is accumulated (and exposure to rarer circum-
stances grows) [73].

A final aspect of this work is the lack of crash-type 
differentiation based on measures of contribution, such 
as fault or violations, which is an important consideration 
for evaluating ADS. The selection of crash types utilized 
common typologies and focused on groupings known to 
result in high frequency and severe outcomes, such as 
VRU and intersection crashes. The current benchmarks 
serve as a way to compare ADS crashes to benchmark 
crashes—regardless of contribution. To that end, an 
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analysis of the contribution provides additional context 
regarding the role of ADS in the crash. Performing a 
contribution-based analysis is restricted by the available 
fields in state police-reported data. Only two previous 
studies reviewed by the authors (see Table 1) applied a 
contribution lens to crash benchmarks, using third-party 
insurance claims as a proxy for contribution [16, 17]. Future 
research is necessary to advance these police report 
benchmarks toward a contribution-based analysis. One 
potential opportunity is to combine the crash-type infor-
mation with any assigned police violations, but this topic 
needs more analysis before any potential solution can 
be recommended.

Expectations on ADS Performance 
by ODD
These prior subsections cover potentially influential 
contributing factors to be aligned upon between ADS and 
benchmark. The goal of this alignment is to create an 
apples-to-apples comparison, so the observed differences 
can strictly represent differences in ADS performance 
relative to the benchmark. In this formulation, both the 
performance of the benchmark group and the ADS group 
affect this safety performance assessment. Accordingly, 
how will ADS performance relative to the benchmark vary 
by Operational design domain (ODD)? There has been 
little work, to date, looking at ADS performance differ-
ences across different ODDs. The largest, most detailed 
evaluation was performed by Kusano et al. [19], who 
looked at approximately 57 M miles of surface street 
driving across four major US cities. Importantly, in this 
study, ADS performance was examined across multiple 
crash types. Although comparing the relative perfor-
mance differences across crash types (e.g., was intersec-
tion safety performance better than front-to-rear?) was 
not explicitly studied, there were notable trends around 
safety performance by crash types. For example, vehicle-
to-vehicle intersection, pedestrian, and cyclist crashes all 
saw statistically significant reductions of over 90%, while 
performance in front-to-rear crashes was not significant. 
Now consider the results from this study that demon-
strate that each city has a unique distribution of crash 
types. One hypothesis is that safety performance results 
will, accordingly, be different and potentially predictable, 
based on the baseline crash rates in those areas (i.e., the 
performance of the human driver in those areas). Looking 
specifically at freeway driving and expanding geographic 
areas, the future safety performance of the ADS relative 
to the benchmark in these areas is still unknown but 
should be expected to be dependent on the unique crash 
risks of the area that is being deployed.

Limitations of the Data
This study’s reliance on publicly available crash and 
mileage data has clear advantages to facilitate 

replication and promote study transparency. Still, there 
are inherent limitations with these data sources. Crash 
data have a limited number of collected variables that 
are not easily comparable between datasets or to the 
available ADS data. More standardized crash reporting 
practices would help overcome these challenges. 
Additionally, the mileage data relied upon largely repre-
sent estimates by the states using samples of data over 
limited periods. The variance and bias due to these 
sampling methods have not been studied in this current 
study. Future research should (a) look to better examine 
these biases and (b) look for complementary data 
sources to help validate the existing data and enable 
more complex analyses.

Conclusions
This study generated freeway crash rate benchmarks for 
evaluating ADS deployments on freeways within various 
urban US geographic areas. The data relied upon are all 
publicly available, and the methodology is extensible to 
new areas. It is strongly recommended that any imple-
mentation of these benchmarks explore how more 
granular temporal and spatial dynamic corrections can 
be used to better ensure apples-to-apples comparisons. 
The findings underscore the importance of location-
specific benchmarks to avoid biased evaluations. The 
results emphasize that performance observed in lower-
severity outcomes may not directly translate to higher-
severity scenarios due to differing crash-type distribu-
tions. The research also provides a foundational roadmap 
for future benchmarking studies, stressing the value of 
pre-specifying evaluation criteria for transparency and 
statistical rigor, and suggests that early, low-severity 
statistical assessments are feasible even with limited 
freeway driving mileage.
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Appendix: Additional Context 
Around Study Methodology

Fatality Rates from FHWA 2023 
Highway Statistics Series
Figure A.1 shows annual fatality data compiled by the 
Federal Highway Administration (FHWA) as a part of the 
highway statistics series [38]. Using 2023 national fatal 
statistics (from the Fatality Analysis Reporting System 
(FARS) [39]) and associated vehicle miles traveled (VMT) 
estimates, the data show that the fatality rate (count of 
fatally injured persons by VMT) was 2.7 times higher on 
surface streets (1.60 fatalities per 100 M VMT) than 
freeways (0.59 fatalities per 100 M VMT). Additionally, 
Figure A.1 has crashed vehicle rates for vehicles involved 
in fatal crashes. These estimates came from counting all 
vehicles within the FARS 2023 data at the functional class 
level and merging that data with the FHWA highway 
statistics series VM2 table. The crashed vehicle rate form 

is equivalent to the number of times that a vehicle is 
involved in a fatal crash per VMT and is the form used 
throughout the paper. It is notable that risk is not uniform 
across all roadway functional classes within freeway and 
surface street groups. Most notably, “local” roads (0.94 
fatalities per 100 M VMT) were 58% of the average fatality 
rates on surface streets.

In-Transport Passenger Vehicle 
Type Classification
Table A.1 below shows the values and variables relied 
upon for identifying passenger vehicles and unspecified 
(Vehicle-NFS) vehicles from the listed actors in each state 
database. The table also shows the variables and values 
for identifying whether a specific actor was in transport.

Imputing Unknown Vehicle Types  A proportion of the 
vehicles in each state crash database did not have enough 
coded information to identify whether or not they were 
passenger vehicles. These vehicles were identified as 

  FIGURE A .1    Fatality rates (persons fatally injured per 100 M VMT) and fatal crashed vehicle rates (vehicles involved in fatal 
crashes per 100 M VMT) for all US roads in 2023 are shown for each FHWA functional class. All data are taken directly from the 
annual Highway Statistics Series and FARS.
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“unspecified” vehicles and are listed in Table A.1 as 
“vehicle—NFS.” Table A.2 shows the relative counts of 
passenger vehicles to unspecified vehicles for each state. 
Passenger vehicles were coded 7.0 to 14.1 times more 
frequently as unspecified vehicles, so unspecified vehicles 
made up a relatively small proportion of the total vehicles.

Rather than omit unspecified vehicles or, conversely, 
treat them all as passenger vehicles, this study weighted 
each unspecified vehicle according to how likely it was to 
be a passenger vehicle. This likelihood was estimated 
from all known actors. If 90% of the known vehicles were 
passenger vehicles, the unspecified vehicles would 
be assigned a weight of 0.90. The weighting factors were 

computed for each county, and those weighting factors 
can be seen in Table A.3.

Crash-Type Classification
Three basic steps were employed to do crash-
type classification.

First, the subject vehicle, that is, the specific vehicle 
being analyzed, was identified as being either a primary 
or secondary collision partner. A primary collision partner 
is one that is involved in the first collision event. Secondary 
collision partners received a “secondary crash” 
typology coding.

In all states, if the vehicle was assigned the first actor 
number, it was assumed to be a primary collision partner. 
For example, in California, each “party” is given a “party_
number.” So, all vehicles with “party_number” equal to “1” 
would be assumed to be a primary collision partner.

If the state data indicated that the collision was only 
a “single vehicle” event (e.g., collision with a fixed object), 
no other vehicle was assigned as a primary collision 
partner. If the collision event involved a collision partner, 
the other primary partner was identified using the 

TABLE A .1  Variables relied upon for selecting passenger vehicles in transport from the crash data.

Variables and values used
State Data source In transport Passenger vehicles Vehicle—NFS
California CHP SWITRS Move_pre_acc ≠ 0 AND 

Party_type ≠ 3
Stwd_vehicle_type in (A, B, D, E) OR 
Chp_veh_type_towing in (1, 7, 8, 21, 

22, 23, 48, 71:73, 81:83)

Stwd_vehicle_type in (J, M) OR Chp_
veh_type_towing in (32, 34:36, 98)
party_type equals 1 AND Stwd_

vehicle_type equals NULL ANDChp_
veh_type_towing equals NULL

Arizona ADOT Crash 
Data

UnitAction in (14, 15) BodyStyle in (2:7, 9:26, 30:32, 34:53, 
71, 72)

BodyStyle in (94:104, 107:109, 112:114, 
116:119)

UnitType equals 1 AND BodyStyle 
equals (-1, 254, 255)

Georgia GDOT GEARS Mnvrveh (≠ “Parked”) vehtype in (“Passenger Car”,
“Pickup Truck”,

“Sports Utility Vehicle (SUV)”,
“Van”,

“Vehicle With Trailer”)

vehtype in (“NULL Value”, “Other”, 
“Invalid Value”)

Texas TXDOT CRIS Veh_Parked_Fl Veh_Body_Styl_ID in(30, 69, 100, 
103, 104, 105)

Veh_Body_Styl_ID in (92, 106) AND 
Cmv_GVWR is NULL AND Cmv_

Fiveton_Fl is NULLVeh_Body_Styl_ID in (92, 106) AND 
(Cmv_GVWR <= 10000 OR Cmv_

Fiveton_Fl == ‘N’)
VIN_body_class* in (“Sedan/
Saloon”,”Hatchback/Liftback/

Notchback”,”Coupe”, “Convertible/
Cabriolet”, “Minivan”, “Crossover 

Utility Vehicle (CUV)”, “Limousine”, 
“Roadster”) OR

VIN_veh_type = “‘PASSENGER CAR”

Unit_Desc_ID = 1

*  The VIN, if available, was used to identify vehicle type in some cases when other variable values were not provided. The NHTSA VIN 
decoder API was used for decoding the full VIN. Both “veh_type” and “body_class” were used.
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TABLE A .2  The relative counts of passenger vehicles to 
unspecified vehicles (vehicle—NFS) for each state analyzed.

State
Relative vehicle counts (passenger vehicle/

vehicle—NFS)
Arizona 7.7
California 10.9
Georgia 7.0
Texas 14.1 ©
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subsequent actor number (e.g., in California, “party_
number” equal to “2”).

The second step involved identifying the actor types 
for both of the primary collision partners. This step was 
important for identifying which crash types involved 
VRUs (pedestrians, cyclists, and motorcyclists). Two steps 
were taken to identify VRUs. First, if the actor type was 
coded, they were simply identified using the actor type 
variable specific to that state. These variables can 
be seen in Table A.4. Second, secondary actor types were 
not always coded, so VRU collisions were identified as 

well using the coded event types. Event types can also 
be  found in Table A.4. If either the collision partner 
combination or event type indicated a VRU collision, the 
classification was applied.

The third and final step involved assigning the crash 
type to the vehicle-to-vehicle crashes. This was done 
using the same event type variables listed in Table A.4.

TABLE A .3  Unspecified vehicle weighting factor for each 
county analyzed.

State County
Weighting factor for 
unspecified vehicle

Arizona Maricopa 0.92
Georgia Dekalb 0.89

Fulton 0.89
Clayton 0.89

California San Francisco 0.90
San Mateo 0.94
Santa Clara 0.95

Georgia Los Angeles 0.92
Texas Sacramento 0.94

San Diego 0.92
Yolo 0.91

Texas Harris 0.94
Dallas 0.93
Bexar 0.94
Travis 0.94

The weighting factor represents how likely the unspecified vehicle is 
to be a passenger vehicle.

©
 W

ay
m

o 
LL

C

TABLE A .4  Variables used to subset identify actor type and 
crash type.

Variables used

State
Data 

source Actor type

Event type (in 
addition to variables 

in actor type)
Arizona ADOT 

Crash 
Data

UnitAction,
BodyStyle,
UnitType

party_count,
EventSequence1,
CollisionManner,
JunctionRelation,

UnitAction
California CHP 

SWITRS
Party_type,

Stwd_vehicle_
type, Chp_veh_

type_towing

party_number,
pcf_violation,

move_pre_acc,
dir_of_travel,

type_of_collision
Georgia GDOT 

GEARS
Vehtype, 
mnvrveh

U1FirstHarmfulEvent

Texas TXDOT 
CRIS

Veh_Parked_Fl,
VIN*, Veh_Body_
Styl_ID, Cmv_
Veh_Type_ID,
Unit_Desc_ID,
Cmv_GVWR,

Cmv_Fiveton_Fl

FHE_Collsn_ID,
Contrib_Factr_1_ID,
Contrib_Factr_2_ID,
Contrib_Factr_3_ID
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